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SUMMARY 
 

This is some confusion in the community concerning the use of PKI in the ATN. This 
document seeks to clarify what PKI is, and clear up common confusions. 



 
1 Introduction 
 
There is some confusion in the community concerning the use of PKI in the ATN. This 
document seeks to clarify what PKI is, and clear up common confusions. 
 
 
2 Cryptography and Key Management 
 
PKI provides key management for public-key cryptographic schemes. It aims to provide 
an automated means for authentically distributing each user’s public key to other users 
that need it. 
 
There are two fundamental types of cryptographic schemes: symmetric schemes and 
public key schemes. Symmetric schemes correspond to the classic notion of 
cryptography. In order to communicate securely, a pair of users establish a shared secret 
key in advance. This key is then used to secure messages – encrypting the message using 
an encryption scheme like DES or AES, or authenticating the message using a message 
authentication code or MAC like HMAC. 
 
The original example of a symmetric scheme is the Caesar cipher encryption scheme. In 
the Caesar scheme, the key is a random number x between 1 and 26, and encryption is 
performed by replacing each letter in the message by the letter that occurs x places after it 
in the alphabet. Thus using the key 3, the encryption of “cat” is “fdw”. 
 
Modern symmetric schemes like DES and AES work on strings of bits rather than letters 
and use considerably more complex encryption operations than cycling through the 
alphabet, but the fundamental principle of transforming the message using a shared secret 
key known to both parties is the same. 
 
The drawback with symmetric schemes becomes apparent when considering how to use 
the schemes in large networks of users. The drawback is that it is hard to manage all the 
shared secret keys – it is hard enough to establish a single truly secret key, and in a large 
network, the total number of keys needed grows with the square of the number of users. 
 
Public key schemes are designed to address this key management problem. In order to 
communicate securely, each user creates a pair of keys consisting of a secret key which 
they keep secret and never give to anyone, and a public key which they publish. These 
keys are then used to secure messages – Bob encrypts a message for Alice using Alice’s 
public key and Alice decrypts the result with her secret key, or Alice signs a message 
with her secret key and Bob verifies the result with her public key. 
 
Key management for public key schemes has two main advantages. First there is no need 
to distribute any secret values – only the public keys are distributed. Second the number 
of keys is smaller – the total number of key pairs grows with the number of users rather 
than its square. 



 
However there are two main catches with public key schemes. 
 
First all the public key schemes are less efficient than symmetric key schemes, both in 
terms of computation and bandwidth. A public key operation typically requires in excess 
of an order magnitude more computation than the equivalent operation using a symmetric 
scheme. A message that is digitally signed with a public key scheme needs a signature of 
at least 320 bits to be appended to it, whereas a message authenticated with a symmetric 
scheme needs to tag of 32-80 bits. 
 
As a result it is very common to use a hybrid solution, where Alice and Bob initially use 
a public key scheme to encrypt and exchange a shared secret key, then use the shared 
secret key with a symmetric scheme to exchange data. The ATN application security 
solution is an example of such a hybrid solution. 
 
Second although public key schemes do not require users to establish shared secret keys 
in advance, it is important that Bob uses an authentic copy of Alice’s public key. 
Otherwise if an attacker, Eve, could convince Bob that a different public key of her 
choice is Alice’s public key, Eve can intercept messages Bob sends to Alice using the 
corresponding secret key. 
 
PKI is designed precisely to solve this issue – it provides for authentic distribution of 
users’ public keys with a security solution that uses public key cryptography. 
 
 
3 How Does PKI Work? 
 
The fundamental concepts involved in PKI are the concepts of Certificate Authorities and 
certificates. 
 
The Certificate Authority (CA) is a central server that it trusted by all users. The CA 
itself has a key pair consisting of a secret key and a public key which it will use to 
digitally sign messages. The CA’s public key is securely distributed to all users in 
advance – for example it may be burned into the software provided to users, as it is in 
Microsoft’s Internet Explorer, or it may be provided to users via out-of-band means such 
as on a floppy disk. 
 
Users enroll in PKI by providing a copy of their public key to the CA. The CA checks 
that the public key is genuine and checks the identity of the user, and if the checks check 
out, the CA issues a certificate to the user. The certificate contains some data, including 
the identity of the user and the user’s public key, which is signed by the CA using the 
CA’s secret key. 
 
Now when Bob wants to encrypt messages to send to Alice using public key 
cryptography, Bob first obtains Alice’s certificate – typically either by having Alice send 
it to him, or by downloading it from a directory. Bob then checks the certificate by 



confirming the identity indeed belongs to Alice and by verifying the CA’s signature. If 
both checks check out, Bob extracts the public key from the certificate and uses it to 
encrypt data to send to Alice. When Alice receives the encrypted data, she decrypts it 
with her secret key. 
 
Simple, right? 
 
In fact, there are a couple of complications that deserve a mention here. 
 
The first complication surrounds what happens when a user’s secret key is compromised 
or the certificate needs to be cancelled for some other reason. In this circumstance it is 
desirable to have a mechanism which can be used to inform everyone that they should no 
longer rely on the particular certificate. 
 
There are a number of solutions to this problem. 
 
The most widely referenced solution is the use of certificate revocation lists or CRLs. A 
CRL is simply a list of revoked certificates along with a validity period, signed by the 
CA. Bob checks the CRL at the same time as he verifies Alice’s certificate to confirm 
that her certificate does not appear in the list. Note how the validity period in the CRL is 
used – it is a common misconception that CAs issue CRLs whenever they learn of a 
compromised key but this is not the case. Instead they issue a new CRL say every 24 
hours and document this in the validity period of the CRL. This prevents an attacker 
simply stopping the most recent CRL which documents Alice’s compromised key 
reaching Bob – since Bob will refuse to rely on an old CRL once its validity period 
expires. 
 
Another solution is the use of short-lived certificates. In this situation the CA issues users 
with new certificates on a regular basis instead of issuing certificates which are valid for 
longer periods of time like a year. This approach simply limits the amount of time during 
which attacks can occur between a key compromise event and the corresponding 
certificate expiry. 
 
Another solution is the use of online certificate status checking (OCSP). This involves an 
online trusted authority that tracks which certificates have been revoked. Bob contacts the 
authority in real time to check whether Alice’s certificate has been revoked or not. The 
exchanges between Bob and the trusted authority are signed in order to prevent an 
attacker spoofing the authority. 
 
The final “solution” that should be mentioned in simply to ignore the problem. This is 
perhaps the most widely deployed solution in commercial environments, but is generally 
not considered appropriate in government environments. 
 
Each of the above solutions has pros and cons – CRLs are a relatively simple solution but 
use a lot of bandwidth as CRLs grow in size, short-lived certificates use no extra 
bandwidth but require more administration, and OCSP offers the most timely revocation 



notification but at the cost of an online trusted authority. Several approaches may be 
combined within the same system – for example the ATN security solution specifies the 
use of CRLs on the ground, with short-lived certificates passed up to aircraft in order to 
save bandwidth on the RF link. 
 
The second complication involves the use of PKI in complex environments where 
different communities wish to communicate. 
 
Again there are several solutions. 
 
The simplest solution is to convince the communities to rely on a single CA. 
 
Another option is to allow each community to run their own CA, but distribute each 
community’s CA’s public key to all users. 
 
A third option is to allow each community to run their own CA, and have the CAs cross-
certify, by issuing each other with certificates. Now when Bob from community B wants 
to talk to Alice from community A, Bob first verifies the cross-certificate issued by CA B 
to CA A, then uses the public key from the cross-certificate to verify the certificate issued 
by CA A to Alice. Such a pair of certificates is known as a certificate path. 
 
Again each of these solutions has pros and cons – relying on a single CA is simple but 
places a lot of trust in a single entity, while cross-certification is in theory the most 
flexible option but in practice hard to administer. The ATN security solution allows each 
State to run a CA and relies on cross-certification – but encourages States to share CAs in 
an attempt to minimize administrative problems. 
 
The US government is considering the idea of a bridge CA – which allows each 
department to run its own CA and has each department cross-certify with the single 
bridge CA as opposed to cross-certifying with each other department in order to reduce 
administrative costs – this is an appealing approach but is not considered workable in the 
ATN because of the additional bandwidth used to deliver longer certificate paths. 
Furthermore anyone volunteering to run an ATN Bridge CA would also be a strong 
candidate to act as an “ATN world CA”. 
 
 
4 Alternative Approaches to Public Key Distribution 
 
PKI based on CAs and certificates is not the only way to distribute public keys. 
 
Some very simple systems rely on manual public key distribution. Environments where 
this approach has proved effective include enterprise networks where a single VPN 
tunnel connects two offices and public key cryptography is used to establish the VPN 
tunnel. This approach is supported in the ATN application security solution based on the 
idea that it may be useful during initial deployment when only a few aircraft and ground 
systems exist. However this approach clearly does not scale well to large networks. 



 
The PGP email system relies on a user driven approach known as webs of trust. In this 
system each user maintains a key ring consisting of all the public keys they have obtained 
from other users and signed with their own private key. In this system, once I have 
securely obtained Bob’s public key, I can verify his key ring and trust all the public keys 
he has obtained. There are a couple of drawbacks to this system. The first issue is how do 
I obtain another user’s public key in the first place – I must either use a cumbersome out 
of band approach, or an insecure approach based on incorrectly trusting a key I am sent 
in-band. More often than not, users default to the latter insecure approach because it is 
easier and they are not aware of the security problems in engenders. The second issue is 
that I do not know what means others have used to check the keys in their key rings – I’m 
forced to rely to whatever methods they have used. Although PGP webs of trust are 
effective in informal settings, these limitations probably make them inappropriate for use 
in government networks. 
 
There are a number of similar alternatives to those described above which basically aim 
to distribute public keys while avoiding some of the complexity of PKI. However the 
reality is that PKI has been more widely standardized, implemented, and deployed than 
any of the other alternatives. As a result implementation and security issues have been 
more thoroughly addressed for PKI than for any other approach to public key 
distribution. 
 
 
5 The Cost of PKI 
 
There is no doubt that PKI has a reputation as an expensive solution.. 
 
Let’s look first at the idea of a centralized PKI supporting all an organization’s 
applications. We contend that to a large extent, the concept of centralized PKI has been 
promoted by PKI vendors who need to justify the high cost of their products. The reality 
is that many organizations have invested millions of dollars in PKI by establishing a 
centralized PKI without a clear idea of which programs will benefit. 
 
There is no doubt that a well-run, organization-wide PKI program can significantly 
reduce the costs of deploying PKI within a new program. If nothing else a single secure 
facility can host the CAs for a number of programs and amortize the cost of establishing a 
physically secure location. But the idea that all programs must use a single CA in order to 
facilitate interoperability is hard if not impossible to justify. Simply put, interoperability 
is almost always prevented because applications from different vendors do not 
interoperate. 
 
Next let’s look at the costs associated with establishing a PKI. Basically there are four 
categories of costs: 
 

• The cost of establishing a CA and a secure facility to house it in; 
• The ongoing cost of maintaining the CA; 



• The cost of PKI-enabling the user applications involved; and  
• The cost of enrolling each user in the PKI. 

 
Examining these costs quickly illustrates the fallacy that it is essential to establish an 
organization-wide PKI program before ATN deployments can use PKI. 
 
With a centralized program the costs associated with the first two items often run quickly 
into millions of dollars, but a lot of this amount is associated with addressing the liability 
issues and flexibility issues associated with a general purpose PKI. The last two items on 
the list are essentially unaffected by whether a centralized PKI program exists or not. 
 
Thus it is asserted that establishing a CA focused on support of ATN will not suffer from 
the cost problems associated with establishing a general-purpose PKI. 
 
 
6 Existing PKI Deployments 
 
One of the most common concerns expressed about PKI is “PKI is not widely deployed”. 
 
Whilst it is true that general-purpose enterprise PKIs have not been successful, there are a 
number of successful large special-purpose PKI deployments. These include PKI for 
SSL, which secures the vast majority of web transactions, and PKI hidden within 
applications like Lotus Notes. 
 
The reality is that PKIs have successfully deployed millions of certificates. It is worth 
noting that the most successful PKIs have been those in which the user is largely unaware 
of the PKI that is providing security in the background. 
 
 


